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ABSTRACT

Current techniques for teaching spinal mobilisation follow the
traditional classroom approach: an instructor demonstrates a
technique and students attempt to emulate it by practising on
each other while receiving feedback from the instructor. This
paper introduces SpinalLog, a novel tangible user interface
(TUI) for teaching and learning spinal mobilisation. The system was co-designed with physiotherapy experts to look and
feel like a human spine, supporting the learning of mobilisation
techniques through real-time visual feedback and deformationbased passive haptic feedback. We evaluated Physical Fidelity,
Visual Feedback and Passive Haptic Feedback in an experiment to understand their effects on physiotherapy students’
ability to replicate a mobilisation pattern recorded by an expert.
We found that simultaneous feedback has the largest effect,
followed by passive haptic feedback. The high fidelity of the
interface has little effect, but it plays an important role in the
perception of the system’s benefit.
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Figure 1. SpinalLog. Our system senses force patterns on individual vertebrae and gives real-time feedback to physiotherapy students through
the passive haptic sensation of deformation and through a GUI.

CCS Concepts

•Human-centered computing → Haptic devices;
Traditionally, to teach these skills, the instructor demonstrates
the force pattern on a volunteer and asks students to practise on
each other by replicating it. During such practice, a major challenge is that force-based movements are difficult to be visually
observed, as the movements are subtle and barely perceptible.
This is also an issue when students perform the movements
themselves, as it is difficult for the instructor to assess and
provide feedback solely based on visual observation.

INTRODUCTION

Learning new motor skills is challenging, so practice and feedback are essential. An example domain where this challenge
is evident is in physiotherapy education, in which among other
skills, students must master spinal mobilisation techniques—
complex manual fine motor skills to assess and treat physical
conditions of the spine. The basic arrangement to perform
them consists of the patient lying face down (prone) at the
level of the practitioner’s hip, who exerts a vertical force with
the side of one hand on a specific vertebra of the patient’s
spine. The force is exerted following a repetitive sinusoidal
pattern with a constant frequency at a certain amplitude.

Alternative approaches for addressing this problem include
placing force-sensitive resistors (FSRs) either under the volunteer [23] or in standalone devices to measure force and to
provide feedback [29]. However, these approaches usually
suffer from either scalability or fidelity problems. On one
hand, practising on a volunteer provides the authentic haptic
sensation of a human spine, but it is difficult to scale to large
classes. On the other hand, while practising on an FSR placed
on a rigid surface can provide quantifiable force feedback at
scale, it lacks haptic fidelity—a hard and rigid surface is substantially different to a real spine. To cope with the fidelity
problem, devices can incorporate manikins [6] and spine models [12, 24]. However, they do not provide suitable visual
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aids about the force patterns or the bones’ displacement, as
deformation is only perceived haptically.

instruments, while in the context of sports, Motion Echo Snowboard provides visual feedback by embedding displays into
the sports device [18]. Augmented and virtual reality are also
widely used. For instance, in LightGuide [27], which projects
images on users hands to guide them actively through specific
motion activities. Another example with projected images
is SleeveAR [28], which helps users perform arm rehabilitation exercises. Similarly, MotionMA [34], Onebody [9], and
YouMove [2] interfaces employ camera-based motion tracking
systems to guide users in improving gross motor skills through
2D and 3D overlays on their body. In this work, we explore
how visual feedback impacts learners’ ability to replicate a
force pattern benchmark.

In this work, our goal is to understand how properties of tangible interfaces can support physiotherapy students as they practise spinal mobilisation techniques. We achieve this through a
study with a prototype of the SpinalLog (Fig. 1). Our system
consists of a tangible interface that looks and feels like a human spine, supporting the learning of mobilisation techniques
through real-time visual feedback and foam-based passive haptic feedback. We investigate how these three properties—shape
fidelity, visual feedback, and deformation—impact students’
abilities to replicate the instructor’s force demonstrations.
In summary, this paper contributes (1) an exploration of the use
of resistive foam for the implementation of passive haptic feedback systems; (2) the design and development of SpinalLog,
a novel tool for teaching spinal mobilisation; (3) an analysis
of the effects of visual feedback, deformable passive haptic
feedback, and tangible interface fidelity on participants’ ability
to replicate force patterns.

Haptic feedback is generally classified in two main categories:
tactile or cutaneous, which include vibration and temperature
sensation, and kinaesthetic, which involves the perception of
forces and torques [4]. Gu et al. explored the use of vibrational haptics to learn correct arm postures in the context of
archery, guiding the user through different levels of cutaneous
vibrations in parts of the arm to reach the objective posture [7].
A similar approach has been used by Seim et al. to teach
finger positioning during activities with a keypad [21]. Force
feedback haptic devices have been used extensively both in
research prototypes and commercial products in conjunction
with visual feedback to enable immersive interaction in motor
learning tasks with positive results [14]. These interfaces usually employ traditional robotic arms with a variety of tools as
end-effectors mostly for the motor training in surgery related
medical procedures [5]. These devices are typically employed
in activities that involve the use of a tool, such as a scalpel.
Tension-based interfaces allow more freedom in this aspect,
but they have limited working space [11, 16]. Because scalability to large classes is a primary goal of our project, we do not
explore audio feedback in our system, as it can be distracting
if emitted by speakers or isolating if emitted by headphones.

RELATED WORK
Motor Behaviour Learning

Motor control theory accounts for how the motor system controls the movement’s trajectory length, velocity, acceleration,
and force. It makes the distinction between closed-loop and
open-loop control. Whereas a closed-loop system features
feedback, error detection, and error correction, an open-loop
system has no feedback or mechanisms for error regulation [1].
An expert would typically execute spinal mobilisation as an
open-loop movement running a Motor Program, which is automated, fast, and precise as long as the context does not
change [20]. However, when learning spinal mobilisation techniques, students have to build their own Motor Program by
repeating movements through deliberate practice in a closed
loop, which requires feedback to train a movement until it becomes automated. This led to the assumption that visual feedback could help students recognise the differences between
their own force patterns and those recorded by the instructor.

Force and Pressure Input

Early works in HCI force sensing and pressure input explored
the implications of finger pressure for pointing in computers [22], while more recently the focus has shifted to touchscreen devices [32]. In recent times, FSRs are extensively
used to sense force-based gestures [8, 13]. Because of the
difficulty in gauging how much force we are applying at any
point, studies have shown that there is a substantial loss of
accuracy when there is no explicit visual feedback [30, 36].

Because learning happens in the brain, we can only measure whether it has occurred indirectly through behavioural
measures, such as persistent improvement, better consistency,
stability of performance, and adaptability [10]. The first three
of these highlight that measuring the quality of a performance
is a first step towards measuring learning. We draw from qualitative activity recognition the idea that we measure quality
through comparisons with a benchmark, which we consider to
be the instructor’s performance [35].

While FSRs are often used on rigid surfaces, deformable user
interfaces (DUIs), on the other hand, employ solid-state sensors embedded within soft mediums or rely on smart materials
to sense forces. These devices have high flexibility and provide
exciting opportunities for designing novel user experiences.
An example of devices that work with inserted sensors is the
FuwaFuwa sensor module [31]. This device can sense deformations of almost any soft object by measuring the emission
and reception of electromagnetic waves within the medium.
Thus, any soft object is a potential touch-input device that can
detect both touch position and surface displacement.

Motor Learning in HCI

A fundamental principle in human motor learning is the knowledge of results—the information provided to the learner about
whether they met the task’s goals [19]. In an HCI context, we
aim at augmenting the proprioceptive sensory feedback with
knowledge of results. Many devices provide visualisations
as the single or main source for guidance or feedback due to
visual dominance over other senses [17]. For example, Andantino [37] provides concurrent visual assistance for learning

Murakami and Nakajima used conductive soft materials to
sense displacement by presenting a cuboid device made of
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conductive foam for 3D manipulation [15]. Smith et al., inspired by this idea, developed Digital Foam, a material that
changes its electrical resistance when deformed, which was
used to create a device that supports 3D sculpting [25, 26].
A more recent device that extends these works is the HandLog [3]. It consists of a cylindrical 3D-printed core covered
with a matrix of conductive pieces within a non-conductive
medium, similar to a soft handle, with the novel feature to
measure individual finger flexion. This feature represents an
opportunity for better measurement of forces in learning activities that demand high precision and accuracy. In this work, we
explore the use of this type of foam to build sensor modules
to measure the force being exerted at each vertebra on a spine
model and to provide resistance to this force.

system could substantially increase the amount of feedback
students receive. Third, though practising on a fellow student
lets students feel a real spine, these volunteers are usually
healthy. A tangible system could simulate different spinal
conditions. Fourth, an interactive system has the potential to
make visible internal structures of the body, such as bones and
muscles, which represents an important learning aid.
We validated these assumptions in three interviews with the instructor. These interviews directed us towards a design involving a 3D-printed model of the spine mounted on a deformable
substrate aiming to match the haptic feeling of a human spine.
In each interview, the expert tried multiple variations of our design that involved different foam configurations and levels of
haptic perception of compliance, and provided feedback. The
expert also guided the design of the graphical user interface of
the system. We began with hand-drawn sketches, increasing
the level of fidelity until we had a working prototype. We repeated this process until the expert was satisfied with the look
and feel of both the hardware and software systems, which are
described in the remainder of this section.

SPINALLOG
Design Process

This work contributes to the question of how emerging technologies can support physiotherapy teaching and learning.
This is a domain in which embodiment and tangibility are core
aspects of the user experience, creating rich opportunities for
design. Hence, we applied a Human-Centred Design process
to develop a system to support a key technique—spinal mobilisation. We began with a field study where we observed
six two-hour practical classes, focusing on manual assessment
skills, for students of the Doctor of Physiotherapy program at
our university. We collected data from our observations and
informal conversations with teachers and students. We found
that tactile sensation and the ability to support "sense of feel"
are crucial in learning manual skills. Students also indicated
their struggle with identifying the correct anatomical structure
on the body as they perform manual skills on one another.

Hardware

The hardware comprises the medium for haptic interaction of
SpinalLog. It has a set of transducers to measure displacements
and forces exerted on them while providing compliance as
haptic feedback to the user. This system consists of four main
components stacked one on top of the other in the following
order: (1) a real-size lumbar spine model in prone position,
(2) a set of pairs of L-shaped supports for each vertebra, (3) an
array of foam-based sensor modules, and (4) a frame that holds
the deformable sensor modules in its bottom and supports the
motion of the other components (Fig. 2-Centre).

Regarding spinal mobilisation, we learned that the instructor
performs an oscillating force pattern on a volunteer, based
on a graph drawn on a whiteboard, while the other students
watch. The instructor also uses a plastic human spine model
to indicate the specific vertebrae that students should focus
on. After the demonstration, the students break into pairs to
take turns practising the skills on each other. As they practise,
the instructor approaches each group to provide feedback. To
assess a student’s technique, the instructor holds the student’s
hands as they apply pressure on the volunteer’s back. As a
consequence, the instructor can only give feedback to one
student at a time, and students spend only half of the activity
time practising while acting as a volunteer in the other half.

The spine model consists of seven 3D-printed vertebrae (L1
to L5, T11, and T12) and a sacrum, interconnected with
polyurethane foam emulating intervertebral discs to allow soft
relative movement between them. Each vertebra is supported
individually by a pair of L-shape supports. Each of these supports moves independently according to the orientation of the
vertebra that they support. We also used polyurethane foam in
the upper contact with the vertebra for each L-shape support to
allow small rotational movements (Fig. 2-Left). All L-shaped
supports were inserted in a housing containing smooth-surface
metal rods to facilitate their motion.
Below each pair of L-shape supports intended for individual
vertebra, there is a sensor module made of a combination of
conductive and non-conductive foam, inspired by Beven et
al.’s HandLog [3] and Smith et al. [26]. The conductive foam
changes its electrical resistance when deformed, increasing
its value when elongated and decreasing when compressed.
Therefore, by measuring its electrical resistance, we could
estimate its displacement and the force being exerted upon it.
This feature enabled its use as both a sensor and as a passive
haptic actuator.

During the class, students struggle to discern the subtle movements demonstrated by the instructor. The force pattern graph
on the whiteboard showed a pattern based on the tactile sensation of the spinal compliance, which is not reflected visually in
the movement of the instructor’s hands during demonstration.
We identified several opportunities for the design of a tangible
interface for the practice of these skills. First, by practising on
a system rather than on a volunteer, we can almost double the
practice time in class, as students would not have to volunteer
as patients. Second, because the instructor can only give
feedback to one student at a time, by providing feedback
during or immediately after each performance, an interactive

Given that when manipulating a vertebra the physiotherapist
should feel two levels of compliance as they press it, we designed special sensor modules. They consist of three conductive foam cylinders surrounded by non-conductive foam for
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Figure 2. SpinalLog hardware and software. Left: frontal section cut view showing (a) a vertebra, (b) lateral supportive foam, (c) L-shape support, (d)
stainless steel rod for sliding, (e) the base, (f) sensor module and (g) the cover. Centre: exploded view of the spine model, supports and sensing foam
components. Right: graphical user interface.
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Given that visual feedback in closed-loop movements is important during motor learning [1], we designed a visual interface
for SpinalLog. This captures the raw voltage values from each
conductive foam sensor with a Data Acquisition System and
processes them with LabVIEW, relaying them to the GUI at
50 Hz. We use these values to render the positions and forces
of the elements in the displayed visual interface.
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The GUI (Fig. 2-Right), developed with Processing 3.3/Java,
includes a sagittal view of the entire human spine in a horizontal position with a window that highlights the area where
most force is being applied during mobilisation. This highlighted area is zoomed in the middle left widget, showing the
vertebrae being mobilised in real-time. Displacements of each
vertebra in the area are rendered by overlaying their resting
position in the background for reference. The widget in the
middle right shows the transverse view of the vertebra being
manipulated with its orientation and vertical displacement rendered over its resting position. The widget in the bottom left
provides the reference force pattern that the user should try to
replicate. The aggregate force exerted is displayed over the
ideal pattern in real time, providing instant visual feedback.
Lastly, the widget in the bottom right displays the heights of
the two conductive foam cylinders below the main mobilised
vertebra.
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Figure 3. Force-Displacement-Resistance graph.

support in a rectangular shape (Fig. 2-Left and Middle). The
cylinders in the sides allow estimating the vertebra’s rotation
in the transverse plane, whereas the cylinder in the middle
provides an extra level of compliance when reaching its surface after pressing on the module. This arrangement allows
students to identify the second level based on passive haptic
feedback. Amongst multiple alternatives, our expert selected
a configuration based on conductive low density polyethylene
foam (Plastazote LD50CN) as the most similar to the compliance of the average human spine with some additional rigidity
(as if they had a mild spinal condition). The modular design
of our sensor modules allows them to be swapped or mixed to
simulate different spinal injuries and levels of compliance.

EXPERIMENT

SpinalLog was designed under the assumption that receiving
real-time visual and passive haptic deformation feedback
about the force being exerted on a system that looks and
feels like a human spine would have a positive effect on how
well students can replicate the pressure patterns recorded by an
expert. To test this assumption, we conducted a lab experiment
with a 2 × 2 × 2 design. In each trial, participants were shown
a different reference force pattern recorded by the expert. All
force patterns were recorded by the expert with all different
devices, ensuring that all comparisons were made between
data recorded from the same device and that the data from
each device contained all patterns. Participants were then
asked to replicate these patterns in different conditions created
by the combinations of our independent variables:

To obtain precise estimates about the relationship between
the module’s sensors’ deformation, resistance, and force upon
them, we conducted a series of compression tests. We continuously varied the force applied on the unit with an Instron
Universal Tester, measuring the corresponding change in the
displacement, resistance, and force values on the foam. Figure 3 shows the Force-Displacement-Resistance graph from
this experiment. We used these results and a voltage divider
configuration to map the output of the sensor to the values
displayed on our interface.
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• V ISUAL F EEDBACK : We presented two types of visual
feedback. In the simultaneous condition, the force values
were plotted as the system recorded them, overlaying the
reference pattern. In the delayed condition, a vertical bar
moved from left to right over the reference indicating the
force level that should be exerted at each point in time, and
the generated forces were shown at the end of each trial.
• D EFORMATION : To isolate the effect of the passive haptic
compliance feedback enabled by the foam deformation, we
tested two types of devices. In the devices with deformable
passive haptic feedback, we recorded force using the readings from the force-sensitive foam. In the rigid devices,
we recorded the force with a flat FSR in a voltage divider
configuration. Both types of sensors were calibrated to give
the same output when the same force was exerted.

Figure 4. Experimental setup.

• Deformable Lo-Fi: a flat 3D-printed block mounted on
a piece of the resistive foam, thus containing deformable
passive haptic feedback, but low physical fidelity (Fig. 5-B).

• F IDELITY: Given that an advantage of tangible user interfaces for simulation is that they are able to physically
resemble their counterparts, we wanted to test whether the
shape of the device resembling a spine had any effect on
user performance. Our study had two types of devices. High
fidelity devices (Hi-Fi) featured a 3D-printed model of a
set of vertebrae mounted on the sensor, while low fidelity
devices (Lo-Fi) featured a flat block mounted on the sensor.

• Rigid Hi-Fi: a 3D-printed segment of a spine mounted
on a platform containing an FSR, therefore providing high
physical fidelity, but with no deformable passive haptic
feedback (Fig. 5-C).
• Rigid Lo-Fi: a flat 3D-printed block mounted on a platform
containing an FSR, hence providing low fidelity and no
deformable passive haptic feedback (Fig. 5-D).

This design was guided by the following hypotheses:

Sessions were video recorded, except for two in which the
participants asked not to be recorded. All devices streamed
their data to a laptop, which recorded it synchronously with
the reference curve.

• H1: Simultaneous visual feedback hampers the timing of
the movements. In other words, the time difference between
the peaks in the reference curve and the corresponding peaks
in the force exerted curve will be higher with simultaneous
feedback. We hypothesised that the added cognitive load
of visualising the force being exerted might lead to delays
when matching the peaks in the reference curve.

Procedure

Upon arrival, participants signed a consent form and completed a demographics questionnaire. We explained the
procedure both verbally and through a plain language written statement. Participants then completed a series of
eight conditions, three times each, for a total of 24 tasks
(2 V ISUAL F EEDBACK × 2 D EFORMATION × 2 F IDELITY ×
3 Trials = 24). We counter-balanced the condition order using
a Latin Square, but all three trials within each condition were
performed consecutively. At the beginning of each condition,
we presented participants with a video recording of an expert demonstrating the reference pattern on the corresponding
device. The same patterns were recorded with all devices,
and the order of patterns was counter-balanced across participants. We also presented the reference curve of the pattern in
a picture-in-picture frame while the expert performed it.

• H2: Visual feedback helps users exert force levels more
similar to the reference.
• H3: Deformable haptic feedback helps users exert force
levels more similar to the reference.
• H4: Higher fidelity helps users exert force levels more
similar to the reference.
Participants and Experimental Setup

We recruited 16 participants (9M/7F), aged between 20 and 37
years (mean = 25.62, SD = 4.12). All were university students
from physiotherapy or related courses and had completed or
were currently enrolled in the Sports and Manual Therapy
subject, where they learn spinal mobilisation techniques. We
restricted our participant pool to these students to ensure that
they performed the task using similar techniques and that they
understood the instructions provided by the expert.

Then, participants performed each condition three times, but
we only considered their final performance in our analysis
in order to minimise learning effects. In the conditions with
delayed feedback, we displayed the force plot to the user
after each trial. Upon completion of all three trials, participants filled in a NASA-TLX questionnaire to measure the
task workload and a custom questionnaire where we asked
them to comment on the advantages and disadvantages of each
device and to explain their preference towards delayed or simultaneous feedback. As quantitative subjective measures, we
collected the ranking of devices and their preference towards
the timing of visual feedback on a 5-point scale.

The study took place in a quiet laboratory setting, with participants standing in front of a 74.5 cm-high desk with four
devices in front of two 23" displays, one for the video demonstration and one for the task instruction and feedback (Fig. 4).
The four devices were (Fig. 5):
• Deformable Hi-Fi: SpinalLog, containing both deformable
passive haptic feedback and high fidelity (Fig. 5-A).
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Figure 5. The devices used in our experiment: (A) Deformable Hi-Fi; (B) Deformable Lo-Fi; (C) Flat Hi-Fi; and (D) Flat Lo-Fi.

Finally, we collected qualitative feedback on the complete
SpinalLog interface. We presented the system depicted in
Figure 1 and walked participants through each visualisation
widget. We let them manipulate the device and observe the
changes in the interface. Participants then completed a questionnaire where we asked them about the visual feedback,
passive haptic feedback, and physical fidelity of the device.

curve and the user-generated curve and computed the absolute
difference between them. Finally, to determine the P ULSE
A MPLITUDE D IFFERENCE, we computed the absolute difference between consecutive peaks and troughs in each curve
and calculated the absolute difference between corresponding
pairs in the user-generated and reference curves.
We analysed the effect of our independent variables on our
dependent variables using a multilevel linear regression model.
We chose this test over a repeated measures ANOVA for its
ability to model individual features of the participants and due
to the different number of peaks and troughs being compared
for each pattern. We built a model for each dependent variable
with V ISUAL F EEDBACK, D EFORMATION, and F IDELITY as
fixed effects and PARTICIPANT as a random effect. We used
Restricted Maximum Likelihood (REML) to fit the models
and an α of .05 when testing for significant effects.

RESULTS
Task Performance

We quantified participants’ performance on the task through
the comparison between the force pattern exerted by them and
the reference pattern recorded by the expert. The force patterns
were characterised by pulses exerted at different baseline force
levels. Thus, we evaluated three aspects of task performance:
• L AG : Were the user-exerted pulses executed in sync with
the reference pulses?

We tested for multicollinearity to ensure that the predictors in
the model cannot be linearly predicted from any combination
of the other predictors. A typical threshold for detecting multicollinearity is a variance inflation factor of 5 and above. In
all of our models, the factors were in the range of [1, 1.004],
substantially below this threshold.

• BASELINE D IFFERENCE : Were the user-exerted pulses
executed around the same baseline as the reference?
• P ULSE A MPLITUDE D IFFERENCE : Did the user-exerted
pulses have the same amplitude as the ones in the reference?

Table 1 shows the model we built for the three dependent
variables. In the L AG model, despite all of our independent
variables showing a significant slope, the model overall only
explained 7% of the variability in the data (R2 = .068). Contrary to our beliefs, the simultaneous feedback actually helped
participants exert the pulses more in sync with the reference
than without. Even though the effect of all variables was significant, it is important to note that the magnitudes of these
effects were quite small, in the order of a few milliseconds.
These were within the range of 150 ms within which people
would judge two visual stimuli to be simultaneous [33]. For
example, despite the simultaneous feedback having a positive
effect by reducing the lag, this reduction was in the order of 7
ms, which is practically imperceptible.

To answer these questions, we first extracted the peaks and
troughs of the reference curve and identified the corresponding
peaks and troughs at the user-generated curve. To perform
this matching, we iterated over these points in the reference
curve and searched for local maxima or minima in the temporal vicinity of the point in the user-generated curve. We
defined the vicinity to be half of the average pulse period in
the pattern. This approach outperformed other time series
matching approaches that do not take into account the cyclical nature of the signal or the previous knowledge that the
two signals are approximately synchronised (e.g., dynamic
time warping). This approach was also more appropriate than
standard measures for curve fit, such as Root Mean Squared
Error (RMSE). These are only meant to be used to compare
different models for the same dataset, not between datasets as
is our case, due to the variety of force patterns in each trial.
To ensure that all patterns had the same range, we normalised
all signals according to the corresponding reference curve, so
that it had a mean of zero and a standard deviation of one.

The BASELINE D IFFERENCE model is shown in normalised
units (z-score of the reference curve normalised to mean of
0 and SD of 1). In its model, all independent variables had
a significant slope, and the model explained 20% of the variability in the data (R2 = .204). Simultaneous visual feedback,
deformation, and high-fidelity, all contributed to a decrease in
the baseline error, though the effect of the V ISUAL F EEDBACK
(-.22) and D EFORMATION (-.13) were substantially larger than
the effect of the F IDELITY (-.04). Given that the intercept was

To determine the L AG, we computed the absolute time difference between corresponding peaks and troughs. To determine
the BASELINE D IFFERENCE, we ran a moving average over
the force values at the peaks and troughs in the reference
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(Intercept)
Visual Feedback
Deformation
Fidelity

Estimate
1.8e-1
-7.4e-3
5.8e-3
2.1e-2

Lag
SE
5.8e-3
1.2e-3
1.2e-3
1.2e-3
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t
30.5
6.3
-4.9
17.7

p
6e-15
3e-10
9e-7
2e-16

Baseline Difference
Estimate SE
t
p
.56
.040 14.2 4e-10
-.22
.005 41.0 2e-16
-.13
.005 2.5
.013
.030
.01
3.0
.002

Pulse Amplitude Difference
Estimate SE
t
p
.86
.04 7.6
2e-6
-.26
.01 27.0 2e-16
-.042
.01 4.3
2e-5
.030
.01 3.0
.002

Table 1. Linear regression models for the Lag, Baseline Difference, and Pulse Amplitude Difference

.56, the effect of a high fidelity spine only decreased the error
by approximately 7%.

feedback, participants cited the fact that it enabled them to
correct mistakes immediately, demanded less mental effort,
and made visual the force they were exerting on the device.
Both participants that preferred the delayed feedback cited the
fact that it facilitated their learning because they felt that with
simultaneous feedback they were just copying the pattern and
not actively thinking about the force they should exert.

The P ULSE A MPLITUDE D IFFERENCE model is also shown in
normalised units (z-score of the reference curve normalised to
mean of 0 and SD of 1). All independent variables had a significant slope, and the model explained 23% of the variability in
the data (R2 = .227). While the simultaneous visual feedback
and the sensor deformation contributed to pulses with more
similar amplitudes to the reference, the high fidelity of the
prototypes had a negative effect. However, the effect of the
V ISUAL F EEDBACK (-.26) was much more pronounced than
those of both the D EFORMATION (-.042) and F IDELITY (.03).
Given that the intercept was .86, the presence of a deformable
sensor and a high fidelity spine led to changes of less than 5%.

We asked participants to compare the different devices and
discuss advantages and disadvantages. Participants consistently cited the realism of the devices (or lack of) as advantages (or disadvantages), both in terms of the appearance
of a spine (F IDELITY) and the amplitude of the movement
(D EFORMATION). The Hi-Fi devices were praised for looking
like a spine and making the bones visible, but participants felt
it was “too bony” in comparison to a human patient and, as a
result, uncomfortable to manipulate for a long period of time.
The advantages for the Lo-Fi devices were that they distributed
the pressure more evenly on the flat surface and were more
comfortable, while lack of realism was the main disadvantage.
The deformable devices were praised for the realism of the
movement amplitude and the resistance of the foam, while the
rigid devices were praised for being less physically demanding
and being accurate in low amplitude movements.

Task Load

We analysed the raw NASA Task Load Index score to determine if the perceived workload of the task was affected by
our independent variables. Simultaneous visual feedback led
to lower scores than the delayed feedback (47.29±16.68 SD
and 54.97±16.7 SD). There was little difference in scores
in the conditions with and without deformation (51.82±17.2
SD and 50.44±17.05 SD) and in the conditions with high
and low fidelity (51.22±16.87 SD and 51.04±17.4 SD). We
tested whether these effects were significant with a three-way
repeated measures ANOVA, which revealed a significant effect on the score for V ISUAL F EEDBACK (F1,120 = 6.52, p =
.012, η 2 = .052), but neither for D EFORMATION (F1,120 =
.21, p = .647) nor for F IDELITY (F1,120 = .004, p = .952). In
other words, tasks were perceived to be significantly easier
with simultaneous visual feedback than with feedback given at
the end of each task. We found no significant effect of the D E FORMATION and F IDELITY on the task workload perception.

After the controlled experiment trials, participants evaluated
the full graphical user interface of SpinalLog, while we collected unstructured informal feedback in an interview and
quantitative subjective feedback through a questionnaire. Participants rated the fidelity of the physical shape of SpinalLog
in relation to a human spine at 6.1 out of 7. Suggestions for
improvement included using an additional layer on top of the
bones simulating muscles. Participants also rated the fidelity
of the displacement in comparison to a real spine, on average 4.2 out of 7. Participants felt that SpinalLog was slightly
more rigid than their previous experience with practising on
their peers and that an additional muscle layer on top would
also help to make the displacement more realistic. All participants thought SpinalLog’s visual feedback helped them
control the force exertion better, rating it at 6.3 out of 7. Two
participants felt that the complete GUI showed too much information, but that it could be helpful in reviewing the movement
after the fact. Participants were divided in the final question,
about practice confidence with SpinalLog versus with a human, rating it at 4.8 out of 7, with 2 participants disagreeing
and 5 participants feeling neutral about it. Among the advantages, participants cited the real-time feedback, its use as an
additional practice tool, and its opportunity to safely make
mistakes without harming anyone. However, participants also
mentioned that ultimately, there is no replacement for a human
volunteer to practise the force patterns, so SpinalLog could be
used as a preliminary activity before practising on a human.

Subjective Questionnaire

We asked participants to rank the four devices in order of
preference. The most popular choice was the Deformable
Hi-Fi device (N = 8). It was also the most popular among the
top-2 devices (N = 11), followed by the Rigid Hi-Fi device
(N = 8). No participant picked the Deformable Lo-Fi device as
their first choice. We tested the ranking scores with a Friedman
Rank Sum Test, but we did not find a significant effect of the
device on the ranking at α = .05 (χ 2 = 5.1, p = .15).
We also asked participants to rate on a 5-point scale their preference for delayed or simultaneous visual feedback. Of the
16 participants, 9 strongly preferred simultaneous feedback, 5
slightly preferred simultaneous feedback, and 2 slightly preferred delayed feedback. The questionnaire also asked them to
justify their answer. We clustered the comments using affinity
mapping. Amongst the reasons for preferring the simultaneous
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bone structure, and the ones who did not like it felt that it
needed an additional layer of muscles to make it even more realistic. Participants that preferred the flat design cited reasons
that are not productive in the context of learning, such as how
comfortable it is or that it allows them to distribute the force
more evenly. Thus, although H4 is rejected in terms of task
performance, F IDELITY does seem to be an important component in how participants perceive the applicability of the device
as a learning tool for the particular domain of physiotherapy.
In future work, we hope to untangle this relationship.

DISCUSSION

We predicted that the simultaneous feedback would enable
participants to better replicate the patterns on the screen, but
we also assumed that the added cognitive workload of simultaneously exerting the force and observing the result would
hamper how in sync the pulses would be. Our results showed
that indeed it allowed users to better match both the baseline
force and the amplitude of the pulses—in comparison to the
delayed feedback condition, simultaneous feedback reduced
the baseline difference by 40% and the pulse amplitude difference by 30%. However, contrary to the hypothesis, it did
not introduce a significant lag in how in sync participants performed the pulses. In fact, we found a significant effect in
the opposite direction, by reducing the lag by 7 ms (which is
negligible for this particular application). We therefore reject
H1 and accept H2. However, as two participants noted, even
though it is easier to replicate the pattern with simultaneous
visual feedback, this does not necessarily lead to better learning. By forcing participants to try to replicate the pattern using
only their muscle memory, delayed feedback might be better
for learning. We hope to investigate this in future work.

Our results extend to other scenarios of motor learning where
learning to exert correct force patterns is important. Examples
include learning how to perform cardiopulmonary resuscitation (CPR) procedures with a dummy and stroke patients
re-learning to perform gripping hand movements during rehabilitation with a grip strengthener.
Our study isolated the different properties of our spinal mobilisation simulator to unpack their effects in the participants’
ability to replicate a force pattern. However, this does not necessarily mean that this translates to better learning. In order to
test the effects of the variables on how they help students learn
these patterns, we plan to conduct a future study where we
measure transfer of learning: how do these variables impact
students’ performances when they move from practising on
the simulator to practising on a human volunteer?

We predicted that the passive haptic feedback enabled by the
deformation of the foam would be beneficial to participants
trying to replicate the force pattern. Though we found a significant reduction in the error due to the D EFORMATION on both
the BASELINE D IFFERENCE and the P ULSE A MPLITUDE
D IFFERENCE, the effect on the latter was negligible. This
means that while it does help users exert pulses with more
similar amplitudes reducing the error by 5%, its effect is more
pronounced in helping users find the correct baseline, where
it helped reduce the error by 23%. This is likely due to the
additional perceptual channel through which the baseline information is fed back to the user. As shown in Figure 3, the
foam was quite responsive to changes in deformation, making
it harder to deform the further the user presses on it. Because
the force-feedback depends more on the baseline than on the
amplitude of the pulse, it is natural that the effect will be more
pronounced in the former. We, therefore, accept H3.

CONCLUSION

In this paper, we presented SpinalLog, a spinal manipulation
simulator that senses forces on each vertebra and gives visual feedback through a GUI and passive haptic feedback
through foam deformation. We evaluated three aspects of its
design—simultaneous vs delayed feedback, high vs low shape
fidelity, and deformable vs rigid sensors—in a controlled user
study. We measured their effects on how closely physiotherapy students could replicate a reference force pattern recorded
by an expert. We found that simultaneous visual feedback
has a strong beneficial effect on task performance without
introducing a substantial lag. The sensor deformation helped
participants exert forces at the correct baseline level, but it had
little effect on the amplitude of the pulses. Though the physical
shape of the device had little effect on task performance, it was
the most important feature regarding participants’ perceptions
of the benefits of the device for learning spinal mobilisation.

Participants’ comments highlighted that the deformation felt
too rigid. This was a design decision we made together with
the subject expert. When presenting the different foam alternatives, the expert chose a foam that was realistic, though
more rigid than a healthy spine, so as to give students practice
with what a patient with a spinal injury might feel like. This
highlights an advantage of SpinalLog as a practice tool. Its
modular design allows us to replace the foam modules to simulate different spinal conditions, opening the opportunity for
activities that involve a diagnosis component.

Our results highlight the potential for the use of SpinalLog
as a teaching aid and practice tool. A future deployment of
SpinalLog in class could substantially increase the amount
and quality of feedback students receive on their performance,
increase practice time as it does not require a volunteer, and
allow students to make mistakes without hurting volunteers.

We hypothesised that more realistic looking devices would
lead to better task performance. The effect of the F IDELITY
on task performance was significantly beneficial for the BASE LINE D IFFERENCE (7% error reduction) and detrimental for
the P ULSE A MPLITUDE D IFFERENCE (3% error increase).
We reject H4 due to mostly negligible effect. However, despite having little impact on the task performance, fidelity was
highly praised in participants’ qualitative comments. Participants who liked the Hi-Fi devices praised the realism of the
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